
performed very well in the field, with no known reliability 
problems. This would appear to confirm the validity of our 
qualification matrix. 

Table I I  

Hybrid Circuit  Qual i f icat ion Results 
(Fai lures per number tested) 

T e s t  Q u a l i t y  
P r o c e d u r e  C r i t e r i a  R e s u l t s  

D y n a m i c  b u r n - i n :  1 / 1 2 9  1 / 1 2 9  
100Â°C, 1000 hours 

M o i s t u r e  r e s i s t a n c e :  2 / 1 0 5  0 / 1 0 5  
65Â°C, 90% R.H. 
500 hours 

T h e r m a l  s h o c k :  5 / 1 1 6  5 / 1 1 6  
200 cycles 

V a p o r  p h a s e  s o l d e r :  0 / 2 2  0 / 2 2  
5 cycles 

The six failures from dynamic burn-in and thermal shock 
were analyzed. The one failure during dynamic burn-in 
failed the self-test on the crimper tester. This part was 
subsequently retested on the HP 3065 Circuit Board Test 
System and it passed. It was then retested on the crimper 
tester and it passed. No further failure analysis was per 

formed. 
The remaining five units showed LCD pad leakage and 

functional failures during the first thermal shock tests. 
Examination after decapping showed fractures along the 
outside edge of the ICs. These problems were shown to be 
stress related, associated with the large size of the ICs and 
incomplete die-attach epoxy coverage under the corners. 
Additional units were built in Singapore, with particular 
care to obtain complete epoxy coverage under the ICs. The 
thermal shock test was repeated with no failures and no 
evidence of fracturing after decap. Singapore has since in 
corporated a screening method for the die-attach epoxy to 
ensure process integrity and reliability. 
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An Equat ion Solver  for  a  Handheld 
Calculator 
by Paul J.  McClel lan 

THE IDEAL EQUATION SOLVER reliably finds all 
solutions for an arbitrary variable in any equation 
defined by the user. Since this is provably impossible 

in general,1 more realistic expectations are to solve for an 
arbitrary variable in a wide range of equations, to provide 
understandable and reliable diagnostic information should 
the solver fail to find a solution, and to provide the means 
for using the solver to obtain multiple solutions of an equa 
tion if more than one solution exists. These were the design 
objectives for the equation solver in the HP-18C Business 
Consultant. 

A Combinat ion of  Direct  and I terat ive Solvers 
The HP-18C employs a combination of a direct solver to 

solve simple equations reliably and quickly and an iterative 
solver to search for solutions of more-difficult equations. 
The direct solver attempts to solve an equation by applying 
rules of algebra to isolate the unknown on one side of an 

equation. If it succeeds, the value of the other side of the 
equation is the solution to the equation. The iterative solver 
applies a trial-and-error search procedure to obtain a solu 
tion to the equation. 

The need for a combination of direct and iterative solvers 
became clear early in the development of the HP-18C. Al 
though iterative solvers can be applied to a wide variety 
of equations, they can, depending upon the starting point, 
take an unacceptable amount of time to find a solution or 
even fail for trivial equations. For example, consider at 
tempting to solve the equation 1/x = -0.1 for x by applying 
the secant method to the difference between the left and 
right sides of the equation. Fig. 1 illustrates the shape of 
the function 1/x + 0.1 near x = 0. With initial guesses -1 
and 1 the iterates converge to the pole at x = 0. With initial 
guesses 1 and 2 the iterates diverge toward =c. But with 
initial guesses -1 and -2, the iterates converge to the 
solution at x = - 10. Although a direct solver would handle 
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F ig .  1 .  HP-28C p lo t  o f  f ( x )  =  1 / x  +  0 .1 .  

this situation easily, direct solutions to other equations 
may not exist or may require an excessively complex direct 
solver. Furthermore, simple direct solvers will return at 
most one solution to an equation with multiple solutions, 
which forces the user to rewrite the equation to obtain 
alternate solutions. Hence, an iterative solver that can ac 
cept user-supplied initial guesses can be useful in tackling 
harder equations or obtaining multiple solutions without 
rewriting the equation. 

To solve an equation, the HP-18C first applies its direct 
solver. If the direct solver succeeds, the HP-18C displays 
that solution. If an arithmetic error occurs within the direct 
solver, then the HP-18C displays the message SOLUTION 
NOT FOUND. This screens some equations that obviously 
have no solution. If the unknown appears more than once 
or if it appears as the argument of a function that the direct 
solver cannot invert, then the direct solver fails and the 
iterative solver is invoked. 

Direct Solver 
As described above, the direct solver solves an equation 

by applying rules of algebra to isolate ihe unknown on one 
side of an equation. If the direct solver succeeds, the value 
of the other side of the equation is the solution. Direct 
solvers can fail, either because no closed-form solution 
exists or because the solution method is too difficult. The 
first case is illustrated by attempting to solve the equation 
xx = 2 for x. 

The second case is illustrated for the HP-18C by attempt 
ing to solve x + x = 1 for x. The solution of this equation 
is difficult for the HP-18C because, considering the prod 
uct's applications and resources, we decided that the HP- 
ISC's direct solver would perform no algebraic simplifica 
tion of the equation and thus would require the unknown 
to appear only once in the equation. 

The HP-18C parses an equation into an RPN internal 
representation of its left and right sides. It parses an expres 
sion as though it were an equation with the expression as 
the equation's left side and a zero on the equation's right 
side. 

The direct solver begins by scanning each side of the 
equation and finding the side containing the unknown. If 
the unknown appears in both sides, then the direct solver 
fails. Otherwise, it initializes the solution accumulator to 
the value of the other side and discards that side. The direct 
solver then repeatedly applies the following procedure to 
the solution accumulator and the remaining subexpression 
containing the unknown. If the subexpression consists of 
only the unknown, the direct solver has succeeded and it 
returns the value of the solution accumulator. Otherwise, 
the subexpression is an RPN expression ending in a func 
tion (or operator). If the direct solver does not know how 

to invert that function, it fails. Otherwise, it scans the func 
tion's arguments to find the occurrence(s) of the unknown. 
If the unknown appears in more than one argument, or in 
an argument position for which the direct solver does not 
know how to invert the function, the direct solver fails. 
Otherwise, it performs the inversion using the accumulated 
solution and the current values of any other function argu 
ment. If an arithmetic error occurs during this inversion, 
or if the result violates a rule of algebra, the direct solver 
terminates and displays the message SOLUTION NOT FOUND. 
Otherwise, the direct solver discards all but the argument 
expression containing the unknown and continues this pro 
cess. 

Two situations for which the direct solver aborts and 
reports SOLUTION NOT FOUND can be illustrated by solving 
the equations 1/x = 0 and 0/x = 1 for x. When the direct 
solver attempts to invert the first equation, it triggers a 
divide-by-zero error. When it inverts the second equation, 
it obtains the result x = 0, which indicates a divide-by-zero 
error in the original equation. 

For the most part, the HP-18C's direct solver will only 
invert functions that have unique inverses for the un 
known's argument position. However, we decided to also 
invert an expression containing an unknown raised to a 
power. When the power is even, the inverse can be either 
positive or negative. The HP-18C selects the positive in 
verse. Sometimes the choice the direct solver makes causes 
an arithmetic error later in the inversion process and the 
HP-18C reports SOLUTION NOT FOUND in spite of the fact 
that the equation has a solution that would have been found 
had the direct solver chosen a negative inverse. 

Even if the direct solver succeeds with its choice, other 
equation solutions may exist. The user can force the direct 
solver to choose the other inverse by rewriting the equation. 
In effect, the direct solver will select the negative inverse 
if the user negates the subexpression that is raised to the 
even power. This feature can be illustrated by the following 
two examples: 
â€¢ Solve the equation [l-(l/x)]2 = 1 for x. Because the 

direct solver takes the positive inverse of an expression 
raised to a power, later in the inversion process it en 
counters the simplified equation 1/x = 0 and reports 
SOLUTION NOT FOUND. If the original equation is rewritten 
as [(1/x)-!]2 = 1 the direct solver returns the solution 
x = 0.5. 

â€¢ Solve the equation l/(l-x)2 = 0.25 for x. The direct 
solver returns the solution x = â€”1. If the equation is 
rewritten as l/(x-l)2 = 0.25 the solver returns the other 
solution, x = 3. 
We decided not to invert other multivalued inverse func 

tions, such as integer part, because such functions have an 
infinite number of mathematical inverses (and a large 
number of machine-representable ones) and it would be 
more difficult for the user to specify any but the default 
inverse that the direct solver would supply. The iterative 
solver with its feature of accepting initial guesses from the 
user seemed better suited to solve such equations. 

I terative Solver 
The iterative solvers in the HP-18C and the HP-28C Cal- 
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culators are very similar. The HP-18C's iterative solver is 
described first and the HP-28C version's differences are 
described later. 

When a parsed equation is evaluated internally, the cur 
rent values of the equation's left and right sides are re 
turned. The iterative solver searches for a zero difference 
between the left and right sides by repeatedly varying the 
value of the unknown and computing the difference be 
tween the sides for that value. 

Suppose the goal is to solve the equation A(x) = B(x) 
for x. We represent the difference between the equation's 
left and right sides by f(x) = A(x)-B(xj. Then the goal is 
to find a value of x such that f [x] = 0. If the iterative solver 
succeeds, it has found a numerical solution to the user's 
equation or a zero of the user's expression and the solver 
terminates immediately and reports that solution. Because 
of  the  the  f loa t ing-poin t  a r i thmet ic  used  by  the  
HP-18C, a solution may satisfy the equation numerically 
but not mathematically. 

The set of values available to the iterative solver as can 
didates for the value of x is the set of machine-representable 
numbers available to the user. During the search process 
the iterative solver displays selected iterates to show the 
region being searched and the corresponding sign of f(x) 
to provide hints of the shape of the curve and the method 
in progress. The user can interrupt the search process by 
pressing any key. If an arithmetic error occurs during the 
evaluation of f(x) for some x, then f(x] is not defined for 
that value of x and we say that x lies outside the domain 
of definition of f(x). The displayed sign at that point will 
be a question mark. 

The iterative solver begins by claiming adequate scratch 
storage, setting initial search bounds b1 = â€” Â» and b2 = 
o>, and obtaining and ordering two distinct starting values, 
say Xj and x2, for the unknown x. It obtains x^ and x2 by 
using the last two values stored into x. The default values 
are zero. If these values are identical, one is perturbed by 
the solver. At this point we have b1<x1<x2<b2. The itera 
tive solver evaluates f(xa) and f(xz). If neither ^ nor x2 is 
within the domain of f(x), that is, f(x) is not defined for xa 
and x2, then the solver terminates with the message BAD 
GUESSES. If only one value, say xa, is within the domain 
of f(x), the solver sets b2 = x2 and attempts to find another 
value within the domain by first using a modified bisection 
search of the interval from x^ to x2. The search bound b2 
is reset to any sample value found out of the domain of 
f(x) during this search. If the bisection search exhausts all 
machine-representable values in the interval from x^ to x2 
without finding one in the domain of f(x), the solver sam 
ples the next machine-representable number just before x^ 
in the direction of bv If this value is also not in the domain 
of f(x), the iterative solver terminates with the message BAD 
GUESSES. Otherwise the iterative solver has the ordered 
pairs (xltxz) and (f1,fz) where b1<x1<x2<b2, f1=f(x1)^0, 

Fig .  2 .  HP-28C p lo t  o f  f (x )  =  l n ( x )  - 0 . 5 .  

If fa = f2, the solver searches for a slope by alternately 
extending the interval bounds xt and x2 until it either finds 
x1 and x2 such that fj ^ f2 or it exhausts the search interval. 
If during this slope-hunting process a sample value is found 
outside the domain of f(x), the search bound in that direc 
tion is set to that value and a modified bisection search is 

employed to find a sample value in the domain of f(x) in 
that direction. If the values sampled on one side, between 
bt and Xj or between x2 and b2, are exhausted, then sub 
sequent sample values will  l ie in the other side.  If  the 
solver fails to find a slope, it terminates with the message 
SOLUTION NOT FOUND. 

Otherwise, fa and f2 have different values. If they have 
the same sign, the iterative solver resets the search bound 
closest to the value generating the larger f(x) magnitude to 
that value, sets a counter to seven, and extrapolates in the 
direction of decreasing f(x) magnitude using a modified 
secant method.1 It continues searching in that direction 
until the value of f(x) changes sign, its magnitude increases, 
or the search interval is exhausted. 

In the last case, the solver terminates with the message 
SOLUTION NOT FOUND. If during this extrapolation a sample 
value is found that l ies outside the domain of f(x),  the 
search bound in that direction is set to that value and a 
modified bisection search is employed to find a sample 
value in the domain of f(x) in that direction. This can be 
illustrated by solving the equation V(x+ In x) = 0.5 for 

x. The left side of the equation is not defined for x< â€” In x 
(see Fig. 2).  With initial guesses of 1 and 2, the solver 
repeatedly samples within this undefined region, eventu 
ally succeeds, and reports x = 0.662195081464 as the ap 
proximate solution. 

If the value of f(x) does not change sign, but increases 
in magnitude during secant extrapolation, the search bound 
in the direction of search is reset to the sample value for 
x where the magnitude of f{x) increases. The solver then 
employs quadrat ic  interpolat ion and selects  the value 
where the fitted quadratic expression has minimum mag 
nitude as the next sample value. Depending upon the po 
sition of this fitted point, the solver resumes modified se 
cant extrapolation in the same or opposite direction. Each 
time quadratic interpolation is employed, a counter is dec 
remented and tested. Each time secant extrapolation finds 
a value for f(x) with decreasing magnitude, that counter is 
reset  to seven. When the decremented counter value is  
zero, the solver returns the last sample value as an approx 
imate solution and displays the values of the left and right 
sides of the equation for that solution. 

If the user immediately asks the calculator to solve the 
equation again for the same variable, the iterative solver 
uses initial guesses in the region of the last sample value. 
Hence approximations to local f(x) magnitude minima can 
be found by repeatedly solving for the same variable. How 
ever, the search procedure is designed to find zeros â€” not 
local magnitude minima. This case can be illustrated by 
solving the equation x2 + x = -1 for x with initial guesses 
0 and 1 (see Fig. 3). The solver reports the approximate 
solution, x = -4.99999994899E-1, with the values of the 
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F ig .  3 .  HP-28C p lo t  o f  f ( x )  =  x2  +  

equation's left and right sides for that solution. 
If f., and f 2 have opposite signs, or if during extrapolation 

their values change sign, the solver sets the search bounds 
to those sample values resulting in the values of t-Â¡ and f2 
having opposite signs and begins attempting to narrow the 
interval bracketing the change of sign. This process may 
employ an adaptive combination of modified bisection and 
secant, cubic, and hyperbolic interpolation to obtain a se 
quence of sample values. For each iteration where the sam 
ple value is within the domain of f(x), one of the search 
bounds is reset to that value and the interpolation process 
continues. The process continues until it finds one of the 
following cases: 
â€¢ A solution 
â€¢ Neighboring values x, and x2 bracketing a sign change 

in f(x) 
â€¢ A value out of the domain of f(x). 

The first case can be illustrated by solving the equation 
x2 + x = 6 for x with initial guesses 0 and 1. The iterative 
solver reports the positive solution x = 2. If the equation 
is immediately solved again for x, the solver again reports 
the solution x = 2. 

The second case occurs when the equation has a solution 
that is not representable in the HP-18C's 12-digit float 
ing-point format. (The set of 12-digit numbers includes 0, 
-1.00000000000 x 10~499 to -9.99999999999 x 10499, 
and 1.00000000000 x 10"499 to 9.99999999999 X 10499.) 
It can also occur if the function f(x) is discontinuous be 
tween two adjacent machine-representable values. In any 
event, the solver returns the value of Xj or x2 that gives a 
minimum f(x) magnitude as the solution. It stores the other 
value in a dedicated location such that if the user im 
mediately solves again for the same variable, xa and x2 are 
used as initial guesses. The solver also displays the values 
of the left and right sides of the equation for that solution 
if either x, or x2 is the only value sampled in the interpola 
tion process, or if the process strongly suggests that the 
result represents a pole. 

For example, with initial guesses 0 and 1, the solver 
returns the approximate solution x = 1.30277563773 to 
the equation x2 + x = 3. If the solver is immediately rein- 
voked it displays the values of the equation's left and right 
sides for the same approximate solution. For the first try, 
the solver is able to make some progress from the initial 
guesses and the data does not strongly suggest a pole. For 
the second attempt, the solver is unable to progress beyond 
its initial guesses so it returns the values of the left and 
right sides as a warning that the equation is not exactly 
satisfied. 

If the solver is applied to the equation x/(x2-2) = 1 with 
initial guesses 1 and 1.5, it returns the approximate pole 
x = 1.41421356238 and displays the values of the left and 

Fig .  4 .  HP-28C p lo t  o f  f (x )  =  x l f x2  -  

right sides of the equation for that solution. The solver in 
this case was able to make some progress from its initial 
guesses, but the process strongly suggested that the result 
was near a pole (see Fig. 4). 

In the third case the iterative solver splits the current 
search region, which brackets a change of sign in the value 
of f(x), at the out-of-domain value. We then have two inter 
vals, xa to gt and g2 to x2, where initially x-^gj = g2<x2. 
The points ga and g2 will later be adjusted such that the 
interval between g, and g2 defines a gap within which the 
function f(x) is presumed to be undefined. The solver alter 
nately samples values in the left and right subintervals 
using a modified bisection search. Each time, if the sampled 
value is out of the domain of f(x), the appropriate g bound 
is reset to that value and the iteration continues with a 
wider gap between ga and g2. If the value of f(x) at that 
sample value has the same sign as the value of f(x) at the 
corresponding x bound, that bound is reset to that sample 
value and the iterations continue with a narrower outer 
interval [xa , x 2] . The process continues until it either finds 
a solution, it finds a value for x where the sign of f(x) is 
the opposite of the sign at the corresponding x bound, or 
it exhausts both subintervals [x1,g1) and (g2,x2]. If the solver 
finds a value for x where the sign of f(x) is the opposite of 
the sign at the corresponding x bound, the solver discards 
the other interval and resumes narrowing the region around 
the change of sign in f(x) as above. 

This case can be illustrated by solving the equation 
Vx/(x + 0.3) = 0.5 for x with initial guesses -1 and 2 
(see Fig. 5). The left side of this equation is not defined for 
x in the interval from -0.3 to 0. With these initial guesses 
the solver first samples on either side of this interval and 
then in this interval, triggering the gap-narrowing process 
just described. Eventually the solver exits that process and 
finds the solution x = 0.1. 

If the solver exhausts both subintervals it returns the 
value of X} or x2 giving minimum f(x) magnitude as an 
approximate solution. This case can be illustrated by at 
tempting to solve the equation (x/(3x-l))3 = 1 for x with 
initial guesses 0.3 and 0.4 (see Fig. 6). The solver stores 
the other value in a dedicated location such that if the user 
immediately solves again for the same variable, x, and x2 
are used as initial guesses. The solver also displays the 
values of the left and right sides of the equation for that 

F i g .  5 .  H P - 2 8 C  p l o t  o f  f ( x )  =  V x / ( x  +  0 . 3 )  - 0 . 5 .  
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Fig. 6. HP-28C plot of f (x) = (x/(3x-1))3- 1. 

solution as a warning that the solution is not exact. 

HP-28C Iterative Solver 
The HP-28C's iterative solver assumes a higher level of 

sophistication on the part of the user. It also searches for 
a real solution to an equation or a real zero of an expression. 
It differs from the HP-18C version only in the manner that 
the user specifies initial guesses, how the solver displays 
current iterates, and the solver's termination display. 

The HP-28C uses the initial contents of the unknown to 
obtain up to three initial guesses, with zero as a default. 
The user specifies one initial guess by storing a real or 
complex number in the unknown. The HP-28C takes the 
real part of a complex number as an initial guess. The user 
can specify one, two, or three distinct initial guesses by 
including those guesses in a list and storing that list in the 
unknown. The HP-28C uses up to the first three distinct 
real numbers or real parts of complex numbers in the list. 
The reason for handling complex numbers in this way is 
to facilitate the user's specifying initial guesses obtained 
by digitizing points from plotted equations. 

The iterative solver is faster if it does not need to display 
iterates, so by default the HP-28C solver does not do so. 
However, the user can trigger the display of current iterates 
by pressing any key other than ATTN. Additional pressing 
of such keys has no effect and the solver purges the key 
buffer when it terminates. Pressing ATTN always aborts the 

iterative solver, which then returns a list of the three current 
iterates on the display stack and stores the list in the un 
known. 

If the HP-28C cannot obtain at least two values in the 
domain of f(x) using the initial guess(es) of the unknown, 
then it leaves the unknown unchanged and displays Bad 
Guess(es). If the HP-28C cannot obtain a slope, then it leaves 
the unknown unchanged and displays Constant. Otherwise, 
the HP-28C overwrites the initial contents of the unknown 
during the search process. When the search is complete, 
the solver returns a message and an exact or approximate 
solution on the display stack and stores the solution in the 
unknown. The HP-28C displays the message Extremum if it 
exhausts the search interval without finding a change of 
sign. If it finds a change of sign but not an exact numerical 
solution, it displays Sign Reversal. If it finds an exact nu 
merical solution, it displays Zero. 

The solver application menu has labeled softkeys that 
can be pressed to evaluate the left and right sides of the 
current equation for the current values of the equation's 
variables. The user can use these keys to inspect the quality 
of a solution in more detail. 
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Electronic  Design of  An Advanced 
Technical  Handheld Calculator  
by Preston D.  Brown,  Gregory  J .  May,  and Megha Shyam 

THE DESIGN of an advanced handheld calculator 
such as the HP-28C requires solutions of some spe 
cial problems: how to package the system in a limited 

space, how to provide power from three small batteries for 
six months, how to keep the cost down, and how to release 
the new design in less than 18 months. These challenges 
were met by designing three custom CMOS ICs, packaging 
the electronics using chip-on-board and surface-mount 
technologies, and using powerful design aids. The HP-28C 
includes a four-line liquid-crystal display (LCD), 128K 

bytes of ROM, 2K bytes of RAM, a clock, and an infrared 
transmitter for sending data to an optional detached printer. 
The HP-18C Business Consultant contains the same elec 
tronics, but only one ROM. 

The electronic design (Fig. 1) of the HP-28C provides a 
20 x improvement in computat ional  speed over i ts  pre 
decessor, the HP-15C. Custom ICs and custom packaging 
were required to achieve this functionality on a small cir 
cuit board measuring 3 by 1.5 inches. 

A hybrid board design (see article on page 25] is used 
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